On the Origin and Evolution of the Genetic Code
The origin of the genetic code was an important step in the origin of life, and since these nearly universal assignments between nucleotide triplets and amino acids were elucidated in the 1960s, how the code was established has been speculated on. The natures of any precursors and early competitors to the standard code are in doubt. The combined scenario which seems to be most widely accepted in the field involves initial stereochemical predispositions towards particular codon mappings, followed by a time of code evolution and expansion, likely influenced by biosynthetic pathways. I will begin with discussion of an important suggestion by Francis Crick, that the code is a “frozen accident”, as this serves as a model against which the other hypotheses can be contrasted. Then I discuss the stereochemical, coevolution and error-reducing processes hypothesised to have influenced the code, in the chronological order in which they are thought to have perhaps played their most significant role. This essay begins to explore the idea that the code is optimal and has been significantly constrained in its evolution. Determining how flexible the codon assignments are will be a particularly controversial part that would benefit from further study. 

Evidence will be presented that the modern code is nearly optimal across a few dimensions. In the interplay between chance and necessity, given the features to be explained, I favour a greater role for ‘necessity’ if a model emphasising law over chance can be shown to be plausible. As such, I argue that stereochemical and biosynthetic factors may have been particularly significant in shaping the code’s structure, although they are by no means established as entirely sufficient to explain its properties. Unlike most accounts, I emphasise that these processes limit the possibility space available to evolutionary optimization processes in the code’s development and therefore help to reduce the apparent improbability of reaching today’s optimized code. In other words, if the early development of life was heavily constrained, and favoured to some extent, then an analysis in hindsight which is aware of these constraints will show it to be less improbable than it may first seem. The probabilistic benefits accruing to a theory which includes biochemical restrictions on the starting amino acids are also shown by Wong (2005).

Two key features of the code worth highlighting are firstly its obvious redundancy, in that most amino acids are represented by more than one codon; and secondly its apparent order, where chemically similar amino acids are often only one mutational step away from each other. Sella and Ardell (2006) note that the code’s redundancy is not fully explained by biochemical constraints like the ‘wobble coding’ where some tRNAs do not distinguish between codons with different third bases, and they suggest a two-fold redundancy remains in need of explanation. Natural selection for the ‘optimal’ properties discussed later in conjunction with constraining factors from the biochemistry of the code’s components may explain this ordering, but the processes remain contentious.
A Snowball’s Chance? Crick’s frozen accident
Francis Crick postulated that the ordering of the genetic code could be a product of chance, with the mappings between codons and amino acids effectively frozen early on in life’s history, once a successfully replicating living system of sufficient complexity was established. Structurally similar amino acids are expected, on Crick’s account, to have similar codons. He claims that this is the case, but others dispute how important this pattern is. The “frozen accident” scenario can be treated as a null hypothesis for research in the origin of the genetic code. 

As a specific example in which the code could plausibly have been “frozen” early on, Crick invokes a ‘Principle of Continuity’ to counter the idea that the code gradually developed from codons of one nucleotide (for a pool of just four amino acids) to two nucleotides (16 amino acids) to three (the present code). That is, he claims that the protein products evolved in the time of the first code would not be functional following a switch in the code. “A change in codon size necessarily makes nonsense of all previous messages and would almost certainly be lethal.” (Crick, 1968). He then suggests it is possible that codons originally involved three nucleotides (as today), but only the first two were read in the codons of early life. A particular emphasis of the frozen accident hypothesis is the idea that changes in codon assignment will create nonsense and so will not be adaptive, and that therefore the genetic code should be static and universal once established. Crick believed that the code had an evolutionary history, but this was in a world of much simpler proteins than those that exist today, and any changes that occurred would have been biased towards gradual inclusion of a few additional similar amino acids, so as to not greatly affect this early protein coding system. Changes in codon assignment would have had to have had a significant positive effect in at least one early protein, to counteract the negative effects likely to result across the organism. 

The existence of some exceptions to the standard assignments has been argued to call the idea of a frozen code into question. There are non-standard codes in bacteria, archaea, eukaryotic nuclear genomes and non-standard assignments are particularly prevalent in organellar genomes. A common example is the reassignment of a stop codon to an amino acid. Over 20 non-standard codes have been reported, but often the same alterations are found in organisms which are only distantly related. The limited nature of these changes and the convergence observed in my opinion tend to support Crick’s contention that code evolution is highly constrained (e.g. Gilis et al., 2001). For arguments against this though, see Knight et al. (2001). It has further been argued (e.g. Koonin and Novozhilov, 2009) that artificial expansion of the code (Wang et al. 2006) demonstrates its flexibility and evolvability, but this is an equivocation; the code can evolve, but some variants are more likely to occur than others. The co-ordinated steps required to artificially ‘evolve’ the code, such as the use of new tRNAs and aaRSs, actually to me suggest something of its resilience and stability. The role of evolutionary pressure towards genome minimization is also highlighted as a key factor in modern code alterations (e.g. in mitochondria and parasitic bacteria), but this has little relevance to early life with a genome which was presumably already quite ‘minimal’ and did not have the luxury of more complex cells to parasitize or relate to symbiotically. 

Crick notes that Carl Woese follows a similar line of thought to him, but that Woese argues that the code is unlikely to reach an optimal solution by error minimization; Crick goes on to say “There is no reason to believe, however, that the present code is the best possible, and it could have easily reached its present form by a sequence of happy accidents.” My discussion of the optimality of the code below shows that this is incorrect. In contrast, Gavish et al. (2006) offer a view which has the benefit of 40 years of research: “the genetic code is obviously not random and is believed to have been shaped by several constrains [sic], most of which we still do not fully understand…” It is the nature of these constraints that will be the focus of this essay.
Biochemical Predestination? Steric interactions and code biases


This hypothesis proposes that there are steric interactions between particular coding triplets and their corresponding amino acids, and that these explain some of the assignments observed in the code.  Crick concludes his 1968 paper by favouring the stereochemical theory as an area of scientific research, as it is potentially testable if further specified, and it requires fewer “chance” events than a random assembly of the code mapping does. The stereochemical theory has risen to prominence almost out of the blue, from a historical perspective; although tentatively supported by Crick, for a long time it lacked empirical support. This account of the origin of the genetic code, as developed by Michael Yarus, is closely associated with an RNA-world hypothesis, according to which early information replication occurred in a system of self-replicating RNA molecules with proteins and DNA added later. Yarus (2000) explains, in the context of an RNA world with an early translation system including amino acids bound to RNA, that “at least some primordial coding assignments appear to have exploited triplets from amino acid binding sites as codons.” In later research (Yarus, Caporaso, and Knight, 2005), it is termed the “escaped triplet theory”; the triplets are said to have arisen within RNA binding sites, and later been incorporated into a more sophisticated translation system. There is evidence to support an association between both codons and anticodons and the amino acids associated with them in the standard code, but it is not entirely convincing as the main explanation of the code system. Yarus, Widmann, and Knight (2009) tested eight amino acids against pools of RNA molecules, searching for RNAs that bound the amino acids, and then analysing the binding sites to see if they were enriched in codons or anticodon triplets. From the eight, six (Arg, His, Ile, Phe, Trp, and Tyr) were found to bind to sites enriched for coding triplets, and two (Leu and Gln) were not. From this sample it was inferred that 75% of amino acids entered the standard code due to stereochemical interactions, which seems a poorly justified claim given that only 40% of the total modern set were tested, and there is no reason given to think that it is a representative sample. Only 21% of coding triplets (either codons or anticodons) were enriched in the binding sites – it is hard to see why both kinds of coding triplet should be considered together, given that they are found on separate parts of the translation machinery (mRNA and tRNA respectively); the proportion of “hits” examining their data for only anticodons decreases to 14%. This theory clearly has limited explanatory power by itself. A number of other incisive critiques of Yarus’s work are made by Meyer and Nelson (2011).  
 
Comparing the six amino acids which have thus far been found to have some fit with Yarus’s theory (Yarus, Widmann, and Knight, 2009) with a list of amino acids believed to be available prebiotically (Greenwald and Riek, 2012), we see that Trp and Tyr show steric interactions with RNA binding sites, but have not been found in prebiotic syntheses. A different account which makes use of empirical data on stereochemical associations, in this case between amino acids and the translational machinery of the ribosome, is given by Johnson and Wang (2010). They suggest that these associations only became important at the time of code expansion, when amino acids were added through biosynthetic processes. This raises a number of questions that cannot be answered here; it upsets the standard order where steric interactions are thought to be important to the initial stages, but it may fit better with the observation that most of the amino acids showing interactions with RNA binding sites in the experiments by Yarus et al. were relatively complex, and not likely to be present in high concentrations without biosynthesis. This leaves the early assignments in need of explanation. 
There are other contenders for a favoured “stereochemical theory” as well, which don’t necessarily involve direct one-to-one interaction between codons and amino acids. A recent paper in Nucleic Acids Research by researchers from Vienna (Hlevnjak, Polyansky, and Zagrovic, 2012) hypothesises physical complementarity between regions of mRNA sequence and corresponding protein regions. In particular, pyramidine-rich mRNA sequences are said to have a high propensity towards interacting with some stretches of amino acids that they can code for. Turk-MacLeod et al. have claimed evidence that short peptides can bind to RNA, offering this in support of the idea that early peptides were directly templated by RNA (2012). However, the “short peptides” in question were two amino acids long; this does not provide strong support for direct RNA templating of early functional polypeptides. There are also complexities of translation that are not dealt with by most stereochemical accounts; as Crick (1968) noted, finding stereochemical associations leaves open the question of the origin of the ribosomal translation machinery. Nikolay Zenkin proposes that the first step in code evolution was the origin of an RNA helicase, and this was followed by RNA templating. It is argued that the origin of the genetic code triggered the development of the modern translation system from an earlier era of “pretranslation”. He ties this in with the stereochemical theory in his conclusions, suggesting a relationship between early adaptor molecules and amino acids. In a similar kind of line of thought, Rodin et al. (2011) argue that the code preceded the invention of translation, based on results from research on the stereochemical theory. On this view, protein synthesis is a by-product which didn’t originally have adaptive value, but was modified to decrease the maladaptive consequences of producing non-sense peptides. Whether translation was originally adaptive and thus selected for depends on what functional role the original RNA template played in early life; work is required to bring the best suggestions together into a more comprehensive model. 
When trying to integrate this theory with others for a total account of the code’s origin, it is suggested (e.g. Yarus et al., 2005), that a stereochemical theory explains an early step in code evolution, whereas other theories such as coevolution may relate more directly to later stages. As well as this series making some intuitive sense, there are perhaps two other considerations behind this kind of accommodation: the other theories are not much less plausible than a stereochemical theory (i.e. given the state of the evidence, they cannot be ruled out without special pleading), and secondly, some amino acids in the modern code do not seem to be well explained through a stereochemical process of RNA binding. Even if true, a stereochemical theory is not the whole story. As mentioned above, the fact that some amino acids with stereochemical relationships to their coding triplets were probably not available prebiotically counts against a simple linear combination where stereochemistry is followed by biosynthesis and then further code evolution. The lack of RNA binding site interactions observed between simple amino acids and their corresponding codons may also be of concern. There is further work to do in testing for steric interactions, and also in integrating the findings with putative early biosynthetic pathways in order to create a truly compelling theory. So far, we only have evidence of a possible source of constraint or bias that may have helped, to some extent, in reducing the ambiguity of coding assignments in a primordial self-replicating network. Whether such an error-prone system with low-fidelity information transfer is a plausible model of early life is another question. 

Biosynthesis and the Codon Set: the Coevolution Theory

In the 1970s, Jeffrey T. Wong developed a theory stating that codon distribution is closely related to the biosynthetic relationships amongst amino acids. It is hypothesized that the code began with a few amino acids produced in abiotic chemical systems, and that more were added later in the development of life, through mechanisms he outlines. He has gone on to claim that the scenario suggested has been “proven” by later work (Wong, 2007). Wong claims a ratio of 40,000,000:400:1 for the relative contributions of amino acid biosynthesis, error minimization, and stereochemical interaction to code evolution; clearly he thinks that his proposal is the most important. 

Many amino acids in the standard genetic code system are not plausibly products of prebiotic synthesis – it is hypothesized that they were added to the code at an early stage, with the order in the codon catalogue a result of relationships amongst amino acids due to steps in their metabolic synthesis. There were originally fewer amino acids coded for by the system, and the synthetic products of these early amino acids got added in, taking up some of the codons that had previously been assigned to the precursor amino acids. The addition of new amino acids is claimed to have occurred through ‘pretran synthesis’ – pretranslational modification of aminoacyl-tRNA compounds, converting precursor amino acids to biosynthetic products and resulting in new amino acids interacting with the translational machinery, i.e. being attached to a tRNA and going on to occupy a codon assignment. Wong claims that the pattern observed in the codon set is highly non-random in terms of its layout with regard to both precursor-product relationships and an enrichment of ‘biosynthetic siblings’ amongst codon pairs sharing their first two bases, but also that these relationships are non-advantageous, and so could not be the product of selection. The conclusion is that there is strong statistical support for biosynthetic relationships underlying the structure of the code. The statistical analyses used by Wong have been disputed however (e.g. Ronneberg, Landweber, and Freeland, 2000). Once the fact that some codons cannot be distinguished by tRNAs, which reduces the total number of effective codons in the standard code, is taken into account, the coevolution theory loses its statistical support (Yarus et al., 2005). 
 

Preserved in Translation? Selection and an error-reducing code:

Carl Woese proposes the evolution of the code system by step-wise addition of amino acids; originally, few were coded for, but the system was built up due to selection pressures. While all models of code-evolution will probably involve this process to some degree, Woese particularly advocated a ‘translation error’ model, where the error rate is the main trait acted on by selection which drove the evolution of the code. The majority of the order existing in the code set can, on his view, be explained by stochastic processes which minimise the error arising from mistranslation. He suggests that the most functionally important amino acids are coded for by the codons least likely to face error in the translation process. Adjusting the codon catalogue could reduce the error rate from mistranslation. One item of evidence offered as support is that the most error-prone position in codons, the III position, is the one that is the most degenerate – i.e. which is least important in determining the actual amino acid specified by the codon. He emphasises, as Crick does, that early life would have had a very high error rate, and characterises early polypeptides as “statistical proteins”, i.e. due to the high error rate, encoded nucleotide sequences would result in groups of closely related products rather than faithfully replicated proteins. Woese suggests that the early cell could work with a few original classes of amino acids – a group of “non-functional” (simple) amino acids, and a few kinds of “functional” groups of amino acids, which can perform chemical functions or contribute to particular structures within early protein folds. Others suggest an original dichotomy between hydrophobic and hydrophilic amino acids, supported by reference to tRNA structures (Sella & Ardell, 2006). 
In support of the general idea that the amino acid catalogue could be smaller while still functional, Melo & Marti-Renom (2006), building on earlier work, demonstrate the functional utility of a reduced set of five amino acids. This set is designed for computer modelling of protein structure rather than for origin of life studies, however there are two findings that seem particularly relevant here; firstly, the amino acid set can be reduced while retaining function, and secondly, that random sets do not perform well. Another study has suggested a reduced set of five amino acids is sufficient to retain most of the structural information in proteins (Wang and Wang, 1999). The five amino acids were Ile, Ala, Gly, Glu and Lys, which interestingly have all been found in prebiotic mixtures, though not all in high quantities (Greenwald and Riek, 2012); see the section on coevolution theory for further discussion. Others have given an estimate of around ten as a minimal set for most structures, while noting that some simple proteins will require fewer (Fan and Wang, 2003; Murphy, Walqvist, and Levy, 2000). From this brief foray into the protein structure literature, it seems that there could be room for more discussion of the crossover between the structural possibilities with reduced amino acid sets and origin of life scenarios. An example of this is from Greenwald and Riek (2012), who argue that the cross-β sheet motif is a plausible contender for the earliest protein fold. An interesting observation is that many very small protein domains are in a sense quite complex, requiring cysteine residues (not found in prebiotic mixtures) for the formation of disulphide bonds. If the original set was much smaller than today’s (as seems to be the consensus) it is remarkable, in my mind, to consider the fact that it had inherent within it the capacity, with the addition of just a few more building blocks, to lead to the invention of much more complex structures (protein folds) than what it was presumably selected for. This phenomenon of ‘exaptation’ will be discussed briefly later. 

A similar but possibly competing concept to a translation error model is the ‘load minimization’ hypothesis. Whether the distinction between the two is important is not clear; Freeland et al. (2000) and Itkovitz and Alon (2007), for instance, treat them as a single kind of explanation, and this seems to be the case in the literature generally. This type of model has become more popular in recent years in light of the clear evidence that the code’s organization reduces mutation errors, as discussed in the section on code optimization below. Sella and Ardell argue (2002), contra Woese, that a contribution to the code by selection against mutational errors in protein coding genes can not be rejected, based on modelling of code evolution. Both mutational error correction and translational error correction will be manifested multiple times within a single generation, can be acted on by selection, and may contribute to an individual’s evolutionary fitness. This theory can also, it is claimed, account for similarities between structure in the codon set and physicochemical relatedness of amino acids. Sella and Ardell end on a more pessimistic note however, concluding that load minimization is insufficient to explain the degree of optimality of the code observed, given the unrealistically large number of alternative codes that would be required for this evolutionary process to achieve optimality, and the difficulties inherent in shifting from one ‘stage’ of the code to another, following Crick. 

Manfred Eigen makes a similar suggestion to the frozen accident in a paper proposing hypercycles as an important contributor to the origin of life (Eigen, 1971). He posits that as soon as a code appeared from a system of potential coupling factors between nucleotides and amino acids, the system had a large selective advantage, which could have been reinforced through the development of a catalytic hypercycle. Work by Peter Wills (1993) follows on from insights from Woese and Eigen. An auto-catalytic protein system which is paired with the right kind of genetic information can self-organize to increase the accuracy of translation in the system and the catalytic activity of the proteins. A system which does not preferentially assign any particular codons to amino acids can bifurcate to reflect an underlying binary split within the amino acids. For instance, models have been created to show the development of a binary and then a quaternary code from such a system.  An apparently sophisticated code as we see today may originate by way of increasing complexity or specificity in the coding mechanism, beginning with only two amino acids or types of amino acid, coded for by two codons (or classes of codon). 

Optimization:

Recent research has suggested that the modern genetic code is near to optimal in a few respects, including its capacity to carry information additional to the amino acid sequence, to prevent mistranslation and frameshift errors, and in terms of the amino acid set coded for. If such features of the code are non-random, they may favour particular theories of origin over others. Here I will review these ‘optimalities’ and discuss how they may relate to the historical scenarios discussed above. 
Translation Errors:

It has been shown that chemically similar amino acids are able to interconvert more easily than would be expected by chance. Freeland et al. (2000) determined that the product of mutations tend to code for amino acids which score similarly in terms of their rates of substitution in protein evolution, a measure of the similarity in effects on protein chemistry. As an example, the first position in a codon triplet is known to be more error-prone than the second, and codons which differ in this first nucleotide often code for chemically similar amino acids – this helps minimise detrimental translation errors. Measuring ‘optimization’ is contentious, and different groups have come up with different values according to the parameters that they use. The standard code minimizes the average amino acid difference resulting from single nucleotide changes.  

Even solely from the perspective of minimizing translation errors, the code can be considered to be arranged along a number of dimensions or substructures; from this, Sella and Ardell (2002) argue against the idea that a stereochemical theory is the main explanation for the organization in the code. The relationship between systematic errors and the organisation of the code seems too specific to be adequately explained by factors acting orthogonally; nevertheless, perhaps the two factors do align. An issue for future research could be to explore the possible relationships between code expansion and error-reduction; for instance, is there a path of biosynthetic path expansion and/or expansion in accordance with stereochemical associations with the translation machinery (Johnson and Wang, 2010) that also optimises the code’s error-reduction faculty? A related question raised in light of JT Wong’s work (1981) is the translation error-rate that could have be tolerated in early life, and how this might have allowed for code expansion.  
Mixed Messages and Frame-shifts:
The redundancy of the genetic code is associated with additional benefits beyond reducing the effect of errors in translation. Itzkovitz & Alon (2007) studied the properties of different possible genetic codes that share two of the known optimizing features of the standard code, namely minimizing errors from translational misreads, and the inverse relationship between complexity of chemical structure and number of codons (which I do not discuss in this essay). For each code assessed misread errors had the same effect, and the same numbers of codons were assigned for each amino acid as in the standard code. These code systems were tested for being able to include within their sequences additional (parallel) information not directly involved in coding for amino acids. Information additional to the amino acid sequence which is found within coding regions includes RNA splicing signals and signals for positioning nucleosomes on the DNA; in these cases the information is for short sequences constituting protein binding sites. 
A parallel non-coding sequence will not appear within a coding sequence if it results in an in-frame stop codon, which would interrupt the main amino acid sequence. Different codes will avoid this to varying extents. The stop codons in the standard code do not overlap with each other, and do overlap with codons which are very commonly found in coding sequences. As such, “difficult” parallel messages which contain a stop codon in one frame will not result in a halt to translation, if located and read in the next frame. This is a rare feature amongst alternative codes, and means that the standard code is close to optimal in this regard. This is particularly the case for parallel sequences greater than 7 nucleotides in length. For instance, the standard code is better at incorporating parallel sequences of 8 without an interrupting stop codon than approximately 93% of alternative codes and for lengths of 9 nucleotides it is better than approx 99% of the alternative codes tested. One reason that this is an interesting phenomenon is because it could reasonably be assumed that the code evolved prior to alternate (parallel) non-coding sequences becoming important. In their summary of this research, Bollenbach, Vitsigian and Kishony (2007) note the possible exception of parallel non-coding sequences involved in stabilising the secondary structure of the coding mRNA; at this stage we only have the hypothesis. 

Another feature of the code that is strongly correlated with the ‘parallel message’ aspect, and which may help to explain the evolution of this trait is the way in which frame-shift translation errors are dealt with.   Frame-shifts during translation generally result in nonsense peptides and are perhaps surprisingly common on a genomic scale – 3 out of every 10000 codon reads results in a frame-shift by the ribosome. It is advantageous for cells to stop translation as soon as possible after a frame-shift, to reduce the amount of nonsense peptide produced. Because of the way that stop codons are related to the triplets encoding amino acids, the standard code was calculated to result in a stop codon following a frame-shift earlier than approximately 93% of alternative codes. (Itzkovitz and Alon, 2007). 

If the code was optimised through a process of natural selection to limit the consequences of frameshift errors, the ability to transmit ‘additional information’ is perhaps best thought of as a happy accident that turned out to be useful later on in the evolution of life, or a “byproduct” (Bollenbach et al., 2007). Using the measures from this data (Itzkovitz and Alon, 2007) for the two features of this code, the optimization for carrying alternate messages is, surprisingly, a little greater than that for limiting the negative effects of frameshift mutations; it is not clear if this is a statistically significant result. It is interesting that the process of code evolution, which lacks foresight, so often seems to stumble upon solutions that incidentally result in or allow the development of future complexity; whether this is an actual trend or a projection on my part, I am not sure. A dramatic example of this process of ‘exaptation’, would be if the code preceded the process of translation, as argued by Rodin et al. (2011).   
The Amino Acid Set:

The final feature of the code I will discuss is the nature of the amino acid set which is mapped on to the 64 possible codons. This has been explored by Gayle Philip and Stephen Freeland (2011). They argue that an optimal set of amino acids would have an even spread of values across the properties of size, charge, and hydrophobicity, in order to maximise the possible range of proteins that can result. Assessing a total pool of 76 amino acids, including those which could have been available through prebiotic reactions as well as some which are biosynthesised, they compared the standard set with one million random samples of 20. No set outperformed the standard set in its coverage of all three properties, and only 0.03% of sets were better when only two of these properties were used to compare them. The amino acids selected in early evolution have proven very useful in constructing some extremely complex multi-protein machines, due in large part to the range of chemistries that the properties of the set allow.  
Gilis et al. (2001) demonstrate that another factor affecting the optimality of the genetic code with regards to reduction of mistranslation errors is the frequency of the different amino acids that are coded for. The modern code can be shown to be more optimal in light of the current ‘distribution’ of amino acids, i.e. the code and amino acid frequencies are well suited to each other. From that finding, they suggest that at the time of the origin of the code in early life, protein systems were similar to their current condition, in their complexity and in the translation apparatus used. Based on this I would argue that the early evolution of the code was constrained in a similar way to that in which it appears to be today, which would seem to count against a long process of evolutionary optimization of the code. To rephrase: if code evolution is constrained to minor changes given the ‘modern’ translation apparatus, and this apparatus co-existed with the early code, then the early code would have been similarly constrained.     
Fitting it all together
The work of Gilis (2001) and Rodin (2011), together with arguments for the relative inflexibility of the code, imply that the code was an early invention and has not been the subject of extensive modification or optimisation processes. So, here I raise the spectre of a “hopeful monster” in code evolution; at the least, it can’t easily be ruled out. However, this can be considered in light of the fact that perhaps biochemistry limits the paths which self-replicating systems of nucleic acids can take, and thus lead to, with the help of a little evolutionary tinkering, the near to optimal result of the standard genetic code.
Each of the four classes of origins theory considered in this essay contributes to my proposed account. Theories of code evolution and optimisation to avoid errors are popular, however I do not think they have adequately answered Crick’s early challenge. The frozen accident theory is a useful check on wild speculation about incessant code optimization; in reality, complex systems associated with a code are amenable to some changes, but not all. There may be more hope for producing an optimal code in positing biochemical constraints guiding the code’s development than in competition between hundreds of thousands or more hypothetical code variants. The stereochemical theory offers a potential source for codon assignments, and a theory of coevolution may account for the introduction of new amino acids to the system; how closely these two theories mesh will be unclear until they are developed together in more detail. The patterns of apparent optimization in the code are important not just because they are striking patterns, but because of their established link to function. The recognised adaptive usefulness of minimized translation, mutation and frameshift errors, along with the capacity to carry alternate information and the range in physical properties amongst the amino acid set, mean that these aspects of the code should be taken seriously as factors in code evolution. 
In recent years, some interesting leads have been found concerning stereochemical and biosynthetic relationships which may have contributed to the formation of the modern code, but many questions remain unanswered, while others have received a host of contradictory answers. Given the trends observed over the last five decades, we should not be surprised to discover still further optimalities in and biochemical constraints on the genetic code.
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